Suggested solutions for the exercise
Q1: What is the read length?
74 nucleotides (some reads are shorter due to the fragmentation)

Q2: What is the quality generally like?
Really good, most positions have a minimum quality score of above 30. 

Q3: How many reads do you have in the sample?
1.240.925 forward reads and 1.240.925 reverse reads. 

Q4: Is there anything in the FastQC report that looks particularly worrying to you, considering that you are working with wastewater amplicon data?
We do not expect raw reads to have perfect quality, but generally, per-base sequence content.  What we see is in accordance with the fact that SARS-CoV-2 has a GC-content of 38% (see ref. 1). 
There are some overrepresented sequences, but a quick BLAST searchshows that they are SARS-CoV-2 sequences which is expected from amplicon sequencing, just like high duplication levels. 
The length distribution is flagged by FastQC but looks like we expect with 2x74bp paired-end read sequencing after fragmentation. 

Q5: 
A) What adapter was used for trimming? 
A Nextera adapter

B) What percentage of the reads had adapters?
R1: 11,8%
R2: 12,6%
Generally, far from all reads should have adapters since the amplicon fragments sequenced are longer than the reads.

C) What percentage of base pairs were trimmed?
R1: 0,1%
R2: 0,2%

Q6: Did the quality of the reads improve visibly based on your two FastQC runs?
Yes, the per base sequencing quality improved. The per base sequence content is still flagged but that is expected when we have used random hexamer primers to synthesize cDNA, see ref. 2
Q7: How many reads did you lose in the QC process?
255
Q8: Explain how the samtools flag “-f 4” in the command above helps us achieve what we want. Remember that –f is used to retain reads that have a given flag while –F is used to filter away reads that have a given flag when running samtools view.
You can use this webpage as a guide: https://broadinstitute.github.io/picard/explain-flags.html 
The samtools flag 4 translates to unmapped reads. By using –f 4, we keep reads that do not map to the human genome. 

Q9: How many reads were removed (use your favourite method for counting reads in fastq files or run FastQC)? Are you surprised by this number? Why/why not?
No reads were removed – we had 1.240.670 reads in each of our two input files, and the file from which we removed host-mapping reads has 2.481.340 reads. 
Prior to giving you the files, we removed reads mapping to the human genome for privacy reasons. However, we can tell you that 1130 reads were removed in the original removal of host-mapping reads. 
Q10: Explain how the command below ensures that we keep the reads that map.
samtools view -F4 -o Sample1_sorted_Wuhanmapping_rmhost_trimmed.bam Sample1_sorted_Wuhanmapped_rmhost_trimmed.bam
This time we use –F to discard reads that do not map, i.e. have the samtools flag 4.
Q11: What nucleotides are covered by the first primer? If you need an explanation on the BED-file format, help can be found here: https://en.wikipedia.org/wiki/BED_(file_format)
The line is MN908947.3      47      78      SARS-CoV-2_400_1_LEFT_1 1       +
Thus the first coordinate is 47, while the second is 78. However, the end coordinate is non-inclusive, so the primer covers position 47-77. 
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